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Abstract : Down syndrome (Trisomy 21) is a chromosomal disorder caused by the presence of an extra full or partial copy of 

chromosome 21 and affects approximately one in every 700 live births worldwide. Early and accurate diagnosis is essential for 

timely clinical intervention, improved healthcare management, and enhanced quality of life. This study presents a non-invasive 

artificial intelligence (AI)-based framework for the automated detection of Down syndrome from facial images. The proposed 

approach integrates a pretrained EfficientNetB0 convolutional neural network (CNN) as a frozen feature extractor with an Extra 

Trees Classifier (ETC) for binary classification. EfficientNetB0 generates compact 1,280-dimensional feature representations, 

which are subsequently classified by the ETC model. Experiments were conducted on a balanced Kaggle facial image dataset 

containing 2,632 images, partitioned into training (1,824 images), validation (392 images), and testing (416 images) subsets across 

two classes: Down syndrome and typical individuals. To enhance model robustness and generalization, a comprehensive data 

augmentation strategy was employed during training. The proposed EfficientNetB0–ETC framework achieved a test accuracy of 

96.88%, precision of 97.12%, recall of 96.64%, and F1-score of 96.88%, outperforming several recently reported deep learning 

approaches. These results demonstrate the effectiveness of combining deep feature extraction with ensemble learning for facial 

phenotype analysis. The proposed framework offers a promising, low-cost, and accessible screening tool for supporting early 

Down syndrome detection, particularly in resource-constrained healthcare environments. 

 
Index Terms— Down syndrome, Trisomy 21, EfficientNetB0, Extra Trees Classifier, Deep Learning, Computer Vision, Facial Image 

Analysis, Artificial Intelligence, Medical Diagnosis.

I. INTRODUCTION1 

Down syndrome (DS), also known as Trisomy 21, is one of 

the most prevalent chromosomal disorders worldwide. It 

occurs when an individual carries a complete or partial extra 

copy of chromosome 21 and affects approximately one in 

every 700 live births globally [1]. As a lifelong genetic 

condition, DS presents a significant public health challenge, 

necessitating early diagnosis and comprehensive 

multidisciplinary care. Individuals with DS commonly 

exhibit a range of physical and cognitive characteristics, 

including distinctive facial features, varying degrees of 

intellectual disability, and an increased risk of congenital 

heart defects, thyroid dysfunction, and other comorbidities. 

The definitive diagnosis of DS traditionally relies on 

cytogenetic analyses such as karyotyping or prenatal 

screening techniques, including cell-free fetal DNA 

(cfDNA) testing. Although these methods provide high 

diagnostic accuracy, they are often expensive, time-

 
 

consuming, and not readily accessible in many low-resource 

healthcare settings. Following birth, initial diagnosis 

frequently depends on clinical examination of characteristic 

facial and physical traits by trained healthcare professionals. 

However, such assessments are inherently subjective and 

may be influenced by clinician expertise, resulting in inter-

observer variability and potential diagnostic delays [2]. 

These challenges highlight the need for objective, 

automated, and accessible screening approaches that can 

support clinical decision-making. 

Recent advances in artificial intelligence (AI), machine 

learning (ML), and deep learning (DL) have expanded the 

use of facial image analysis for genetic-syndrome screening. 

Recent studies provide evidence for both handcrafted and 

deep-learning approaches. Agbolade et al. (2023) reported 

98.86% recognition accuracy using homologous anatomical 

facial metrics. Raza et al. (2024) analyzed 3,009 pediatric 

facial images and reported approximately 99% accuracy 

using a transfer-learning-based VNL-Net feature-generation 

strategy with k-fold validation. Sherif et al. (2024) evaluated 
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VGG16, ResNet-50, ResNet152, and VGG-Face for multi-

class facial-syndrome recognition and reported 90% 

accuracy and F1-score for the best model. Shaikh et al. 

(2025) proposed a hybrid deep feature architecture with 

Extra Trees and stratified five-fold cross-validation, 

reporting 99.10% accuracy, 98.83% F1-score, and 98.81% 

specificity. These recent studies also emphasize the 

importance of validation design, interpretability, and dataset 

diversity [21]–[24]. 

To address these limitations, this study proposes a 

computationally efficient hybrid framework that combines 

the feature-extraction capability of a frozen EfficientNetB0 

backbone with an Extra Trees Classifier (ETC). The revised 

manuscript explicitly distinguishes the preprocessing 

operations configured in the code from those actually used in 

the final feature-extraction path and avoids claiming clinical 

deployment readiness from a single held-out dataset. 

The effectiveness of the proposed approach is evaluated 

using a balanced Kaggle facial-image dataset containing 

2,632 images distributed across training (1,824), validation 

(392), and testing (416) sets. The supplied experiment 

reports 96.88% test accuracy and 99.41% ROC-AUC. 

Because patient identifiers and demographic metadata are 

not present in the supplied dataset structure, strict patient-

level separation and demographic representativeness cannot 

be independently verified. 

The main contributions of this study are summarized as 

follows: 

• Development of a computationally efficient hybrid 

framework that combines frozen EfficientNetB0 feature 

extraction with Extra Trees classification. 

• Comprehensive evaluation on 2,632 facial images, with 

standardized percentage metrics, ROC-AUC, and confidence 

intervals derived from the held-out test predictions. 

• Comparison with recent literature using dataset size, 

access status, validation protocol, accuracy, F1-score, and 

AUC where reported; direct ranking is avoided because 

datasets and protocols differ. 

• Analysis of computational efficiency, explainability 

requirements, demographic bias, patient-level data leakage, 

and the limitations that must be addressed before any clinical 

deployment. 

The remainder of this paper is organized as follows. Section 

II reviews related work on artificial intelligence and deep 

learning approaches for Down syndrome detection from 

facial images. Section III describes the dataset, 

preprocessing procedures, and the proposed EfficientNet–

Extra Trees framework. Section IV presents the experimental 

setup, implementation details, and evaluation metrics. 

Section V discusses the experimental results and 

comparative performance analysis. Finally, Section VI 

concludes the paper and outlines future research directions. 

II. RELATED WORKS 

The application of computer vision and machine learning to 

facial phenotype analysis for genetic syndromes has gained 

significant traction over the past decade. Early research by 

Zhao et al. [6] employed Active Appearance Models 

(AAMs) to parameterize facial shape and texture, reporting 

sensitivity of approximately 80% in small clinical 

cohorts. With the deep learning revolution, CNN-based 

approaches have markedly improved classification 

performance. Tăuțan et al. [7] applied pretrained VGGNet 

and ResNet architectures to classify Down syndrome facial 

images, achieving accuracies of 88–92% on limited private 

datasets. A key limitation of such studies is the use of 

proprietary datasets, which hinders reproducibility. More 

recently, Qin et al. [8] employed an ensemble of CNN 

models for trisomy 21 detection, achieving approximately 

94% accuracy. Their work highlighted the benefit 

of ensembling and data augmentation for handling the 

natural variability in Down syndrome facial features across 

age groups. Pawar et al. [9] proposed a fine-tuned 

MobileNetV2 pipeline trained on a combined private and 

public dataset, reporting a test accuracy of 93.5%. Hybrid 

architectures combining CNNs with traditional classifiers 

have also been explored. Cerrolaza et al. [10] combined deep 

feature extraction via ResNet50 with an SVM classifier, 

achieving 94.2% on a multi-ethnic benchmark. This hybrid 

approach demonstrated superior generalization compared to 

end-to-end CNN fine-tuning when training data was 

limited. Antúnez et al. [11] used geometric features derived 

from 68 facial landmarks to train a Random Forest classifier, 

achieving 91% accuracy. Vision Transformers (ViTs) 

represent the current state-of-the-art; Park et al. [12] 

achieved 96.1% with a fine-tuned ViT, requiring however 

substantial labeled data and computational resources. The 

present work employs EfficientNetB0 as a frozen feature 

backbone avoiding overfitting risks combined with an 

ExtraTreesClassifier, which handles high-dimensional 

feature spaces effectively. Table I provides a systematic 

comparative summary of recent approaches for Down 

syndrome facial detection, highlighting key differences in 

datasets, methodologies, and performance metrics. As 

observed, earlier studies primarily relied on handcrafted 

features and classical machine learning algorithms, which, 

although computationally efficient, often resulted in limited 

accuracy due to their inability to capture complex facial 

patterns. In contrast, more recent works have shifted toward 

deep learning-based models, particularly convolutional 

neural networks (CNNs), which significantly enhance 

feature extraction capabilities and overall classification 

performance. 

A clear trend that emerges from the table is the increasing 

reliance on deep architectures such as VGGNet, ResNet, and 

Vision Transformers. These models demonstrate superior 



              

 

                            

 

performance due to their depth and ability to learn 

hierarchical representations. However, this improvement 

often comes at the cost of higher computational complexity 

and the need for large-scale annotated datasets. Many of the 

high-performing models listed in Table 1 were trained and 

evaluated on private datasets, which raises concerns 

regarding reproducibility and limits the ability of other 

researchers to validate or benchmark their approaches under 

identical conditions. Furthermore, the evaluation metrics 

reported across studies vary, including accuracy, sensitivity, 

and F1-score, which makes direct comparison somewhat 

challenging. Nevertheless, accuracy remains the most 

commonly reported metric, providing a general indication of 

model performance. It is also evident that models 

incorporating data augmentation and ensemble techniques 

tend to achieve higher accuracy, as these methods improve 

generalization and robustness against variations in input 

data. 

TABLE I.  TABLE I. RECENT LITERATURE ON 

FACIAL-IMAGE-BASED DOWN SYNDROME / 
FACIAL-SYNDROME ANALYSIS 

Reference Dataset 

size 

Public / 

Private 

Validation protocol Method Reported 

performanc

e 

[21] NR in 

accessible 

abstract 

Public/bespoke 

sources 

Experimental 

partition; exact 

protocol NR 

Homologous 

facial metrics 

98.86% 

accuracy 

[22] 3,009 Public dataset k-fold cross-

validation 

VNL-Net + 

ML classifiers 

~99% 

accuracy 

[23] 1,146 

overall; 

92 DS in 

curated 

subset 

GMDB + 

public Internet 

Held-out test; 

training 

augmentation 

VGG-Face 

transfer 

learning 

90% 

accuracy; 

90% F1 

[24] Study 

dataset 

reported 

in article 

Public facial-

image data 

Stratified 5-fold 

cross-validation 

RegNetX–

MobileNetV3 

+ ViT-

Linformer + 

ExtraTrees 

99.10% 

accuracy; 

98.83% F1; 

98.81% 

specificity 

This 

study 

2,632 Public 

(Kaggle) 

Train/validation/test 

hold-out; patient-

level separation not 

independently 

verifiable 

EfficientNetB0 

+ ExtraTrees 

96.88% 

accuracy; 

99.41% 

AUC 

III. METHODOLOGY 

A. Dataset description 

The dataset used in this study consists of 2,632 facial images 

collected from a publicly available Kaggle repository. The 

supplied split contains 1,824 training images (912 per class), 

392 validation images (196 per class), and 416 test images 

(208 per class), yielding approximately 69.3%, 14.9%, and 

15.8%, respectively. The dataset is class-balanced, but the 

supplied metadata do not provide patient identifiers or 

demographic variables. Therefore, the manuscript can 

confirm folder-level separation but cannot independently 

confirm strict patient-level separation or demographic 

representativeness. 

 

Figure 1.  Sample training images 

 

 

 

 

B. Data Cleaning and Preparation 

All facial images were resized to 224 × 224 pixels with three 

RGB channels. EfficientNetB0 preprocessing was applied 

using the Keras/TensorFlow EfficientNet-specific 

preprocess_input function. The code also defines a training 

augmentation pipeline consisting of random rotation (±20°), 

width/height shifts (±15%), shear (10%), zoom (±15%), 

horizontal flipping, brightness variation (0.85–1.15), and 

nearest-neighbor filling. Validation and test images received 

preprocessing only. Importantly, the final feature-extraction 

code uses an unaugmented training generator; consequently, 

the reported experiment should not be interpreted as an 

augmentation-enabled result. A controlled rerun is required 

to quantify augmentation benefit. 

TABLE II.  OVERVIEW OF DATASET AND PREPROCESSING 

PARAMETERS 

 

Parameter Description / Value 

Total Images 2,632 (2 classes) 

Classes Down Syndrome, Typical 

Training 

Samples 
1,824 (912 per class) 

Validation 

Samples 
392 (196 per class) 

Test Samples 416 (208 per class) 

Dataset Split ~69% Train / ~15% Val / ~16% Test 

Image Format JPEG / PNG facial photographs 

Input Image Size 224 × 224 pixels 



              

 

                            

 

Parameter Description / Value 

Color Channels 3 (RGB) 

Class Balance 50/50 — balanced in all splits 

Preprocessing 

Function 

EfficientNetB0 preprocess_input 

(model-specific input preprocessing) 

Augmentation 

(Train) 

Configured: rotation ±20°, shifts 

±15%, shear 10%, zoom ±15%, H-

flip, brightness 0.85–1.15 

Augmentation 

(Val/Test) 
None; preprocessing only 

Batch Size 32 

Random Seed 42 

Reported feature-

extraction path 

Unaugmented training generator; 

augmentation was configured but not 

used for final extracted features 

Patient-level 

separation 

Not independently verifiable from 

supplied folder structure 

 

C. Model Architecture 

The proposed framework adopts a two-stage hybrid 

architecture consisting of: (1) deep feature extraction using a 

frozen EfficientNetB0 backbone and (2) binary classification 

using an Extra Trees Classifier (ETC) trained on the 

extracted deep features. 

 

Figure 2.  Proposed pipeline architecture 

EfficientNetB0 [13] is used as the frozen feature extractor. It 

is initialized with ImageNet-pretrained weights, and all 

backbone layers remain non-trainable. A Global Average 

Pooling layer converts the final convolutional representation 

into a 1,280-dimensional feature vector. This compact 

representation is then classified by Extra Trees. The supplied 

implementation uses 500 trees, max_features='sqrt', 

min_samples_leaf=1, balanced class weighting, n_jobs=-1, 

and random_state=42. Extra Trees was selected because it 

can model nonlinear interactions in high-dimensional fixed-

length features without feature scaling and can be trained 

efficiently through parallelized ensemble construction. 

Random Forest, SVM, and XGBoost remain reasonable 

alternatives; however, the present experiment did not 

perform a controlled within-dataset comparison, so no claim 

of numerical superiority over these classifiers is made. 

IV. RESULTS AND DISCUSSION 

A. Implementation Details 

All experiments were conducted using Python 3.10 with 

TensorFlow 2.13.0, Keras, and scikit-learn 1.2.2. The 

proposed hybrid framework was implemented as a frozen 

EfficientNetB0 feature extractor followed by Extra Trees. 

The reported feature-extraction run required approximately 

66.4 seconds for all 2,632 images, while Extra Trees training 

required approximately 38.7 seconds. The feature-extraction 

total corresponds to an average batch-processing throughput 

of approximately 25.2 ms per image (66.4/2,632); this is not 

a separately measured single-image end-to-end clinical 

latency. 

TABLE III.  CONFIGURATION  PARAMETERS 

Configuration 
Parameter Value 

Framework TensorFlow 2.13.0 / Keras 

Python Version 3.10 

Scikit-learn Version 1.2.2 

GPU NVIDIA T4 (Google Colab) 

Feature Extractor EfficientNetB0 (ImageNet, frozen) 

Input Image Size 224 × 224 × 3 

Feature Vector 
Dimension 

1,280 

Total Backbone 
Parameters 4,049,564 

Trainable Backbone 
Parameters 

0 (all frozen) 

Classifier ExtraTreesClassifier 

n_estimators 500 

max_features 'sqrt' 

class_weight 'balanced' 

random_state 42 

Feature Extraction Time ~66.4 seconds (all sets) 

Classifier Training Time ~38.7 seconds 

Batch Size 32 

Average feature-

extraction time / image 

~25.2 ms/image (batch-average 

from 66.4 s / 2,632 images) 

Single-image end-to-

end latency 

Not separately measured 



              

 

                            

 

 

B. Evaluation Metrics 

Several Model performances was evaluated using standard 

binary classification metrics: Accuracy, Precision, Recall 

(Sensitivity), and F1-Score: 

Accuracy = (TP + TN) / (TP + TN + FP + FN) 

Precision = TP / (TP + FP) 

 

Recall = TP / (TP + FN) 

 

F1-Score = 2 × (Precision × Recall) / (Precision + Recall) 

 

In clinical screening, Recall is particularly critical 

minimizing missed Down syndrome cases (false negatives) 

reduces the risk of delayed intervention. Precision ensures 

minimal false alarms for typically developing individuals. 

C. Results  

 

The proposed EfficientNetB0–Extra Trees framework was 

evaluated on a held-out test set comprising 416 facial images, 

equally distributed between Down Syndrome and Typical 

Development. The model produced 201 true positives, 202 

true negatives, 6 false positives, and 7 false negatives, 

corresponding to 96.88% accuracy, 97.10% precision, 

96.63% sensitivity, 97.12% specificity, 96.87% weighted 

F1-score, and 99.41% ROC-AUC. Wilson 95% confidence 

intervals were 94.73–98.16% for accuracy, 93.82–98.66% 

for precision, 93.22–98.36% for sensitivity, and 93.85–

98.67% for specificity. 

 

TABLE IV.    OVERALL TEST SET PERFORMANCE  

 

Metric Test Set Value Validation Value 

Accuracy 96.88% 96.43% 

Precision (Weighted) 97.12% — 

Recall (Weighted) 96.64% — 

F1-Score (Weighted) 96.87% — 

Classifier Training 

Time 
~38.7 seconds — 

Feature Extraction 

Time 
~66.4 seconds — 

Specificity 97.12% — 

ROC-AUC 99.41% — 

95% CI — Accuracy 94.73–98.16% — 

95% CI — 

Sensitivity 

93.22–98.36% — 

Metric Test Set Value Validation Value 

95% CI — 

Specificity 

93.85–98.67% — 

95% CI — Precision 93.82–98.66% — 

 

The per-class evaluation shows closely matched 

performance for the two classes. Down Syndrome achieved 

97.10% precision and 96.63% recall, while Typical 

Development achieved 97.12% precision and 97.12% recall. 

These results are encouraging for the held-out dataset, but 

they should not be interpreted as evidence of demographic 

fairness or clinical generalizability because demographic 

metadata and patient-level identifiers were unavailable. 

 

TABLE V.  PER-CLASS CLASSIFICATION REPORT ON TEST SET 

(N=416) 

 

Class Precision Recall F1-Score Support 

Down Syndrome 97.00% 97.00% 97.00% 208 

Typical 97.00% 97.00% 97.00% 208 

Macro Average 97.00% 97.00% 97.00% 416 

Weighted 

Average 97.00% 97.00% 97.00% 416 

 

From a computational perspective, the framework is efficient 

for batch feature extraction. The complete feature-extraction 

pass over 2,632 images required approximately 66.4 

seconds, equivalent to about 25.2 ms per image as a batch 

average on the reported NVIDIA T4 environment. This 

figure should not be presented as a real-time single-image 

latency benchmark; future deployment testing should 

measure end-to-end latency on representative hardware. 

Figure 3 presents the confusion matrix obtained on the held-

out test set of 416 facial images. The model achieved 201 

true positives (TP), 202 true negatives (TN), 6 false positives 

(FP), and 7 false negatives (FN). These results indicate that 

the proposed framework correctly identified 201 out of 208 

Down syndrome cases, corresponding to a recall of 96.63%, 

while accurately classifying 202 out of 208 typical cases, 

corresponding to a specificity of 97.12%. The small number 

of false negatives and false positives demonstrates the 

model’s strong discriminative capability and balanced 

performance across both classes. 



              

 

                            

 

 

 
Figure 3. Confusion matrix on the test set (n=416). 

 

The detailed confusion matrix in Table VI contains 201 true 

positives, 202 true negatives, 6 false positives, and 7 false 

negatives. Thus, the error rates are 2.88% false-positive rate 

and 3.37% false-negative rate on the corresponding class 

denominators. The supplied experiment archive does not 

retain the filenames and per-image probabilities for all 13 

error cases, so exact confidence scores for false-positive and 

false-negative examples cannot be reconstructed without 

rerunning the saved model. 

TABLE VI.    DETAILED CONFUSION MATRIX (COUNTS AND 

PERCENTAGES). 

 
Predicted: 

Down 
Syndrome 

Predicted: 
Typical Total Recall 

Actual: Down 
Syndrome 201 (96.6%) 7 (3.4%) 208 96.63% 

Actual: Typical 6 (2.9%) 202 (97.1%) 208 97.12% 

Total 207 209 416 — 

Precision 97.1% 96.6% — — 

  

To further assess the discriminative capability of the 

proposed EfficientNetB0–Extra Trees framework 

 

The ROC curve illustrates the trade-off between the True 

Positive Rate (TPR) and the False Positive Rate (FPR) across 

different classification thresholds, providing a threshold-

independent measure of model performance. A curve that 

closely follows the upper-left corner of the ROC space 

indicates strong discriminative power and effective 

separation between the Down syndrome and typical classes. 

The corresponding Area Under the ROC Curve (AUC) 

serves as a comprehensive performance metric, where values 

approaching 1.0 indicate excellent classification capability. 

As shown in Figure 4, the ROC curve demonstrates the 

model’s ability to achieve high sensitivity while maintaining 

a low false positive rate, confirming its robustness and 

reliability for automated Down syndrome screening. The 

strong ROC performance further supports the effectiveness 

of combining EfficientNetB0-based deep feature extraction 

with ensemble-based classification for accurate facial 

phenotype analysis. 

 

Figure4. Roc curve (AUC=0.9941). 
 

Figure 4 presents a bar chart summarizing the four primary 

performance metrics of the proposed EfficientNetB0 Extra 

Trees Classifier framework on the held-out test set. The 

results demonstrate consistently high performance across all 

evaluation criteria, with an accuracy of 96.88%, precision of 

97.12%, recall of 96.64%, and an F1-score of 96.88%. The 

close agreement among these metrics indicates a well-

balanced classifier that maintains both high sensitivity and 

high specificity. In particular, the high recall value confirms 

the model’s effectiveness in correctly identifying Down 

syndrome cases, while the high precision indicates a low 

false-positive rate. The comparable F1-score further reflects 

the strong balance between precision and recall, highlighting 

the robustness of the proposed framework. Overall, the 

performance metrics confirm the effectiveness of combining 

EfficientNetB0-based deep feature extraction with 

ensemble-based classification, resulting in a reliable and 

accurate screening model for Down syndrome detection 

from facial images. 

 

 

FIGURE 4. MODEL PERFORMANCE METRICS ON THE TEST SET 

(EFFICIENTNETB0 + EXTRATREESCLASSIFIER) 

 

 
FIGURE 5.  EXAMPLE PREDICTION RESULT OF THE PROPOSED MODEL ON A 

SAMPLE FACIAL IMAGE. 



              

 

                            

 
 

Figure 5 presents an example prediction generated by the 

proposed EfficientNetB3–Extra Trees framework on a 

sample facial image from the test set. The figure illustrates 

the complete inference outcome, including the predicted 

class label and the corresponding classification confidence. 

This example demonstrates the practical applicability of the 

proposed system in automatically analyzing facial images 

and distinguishing between Down syndrome and typical 

cases. The accurate prediction on an unseen sample 

highlights the model’s ability to extract meaningful facial 

features and make reliable classification decisions under 

real-world conditions. Such automated predictions have the 

potential to support healthcare professionals by providing 

rapid, non-invasive preliminary assessments that can assist 

in identifying individuals who may benefit from further 

clinical evaluation and confirmatory genetic testing. 

 

False-positive and false-negative cases: The held-out test set 

contains 6 false positives and 7 false negatives. The archived 

experiment does not preserve the filenames and per-image 

confidence values for these 13 error cases, so exact 

confidence scores cannot be truthfully reconstructed from 

the supplied record. A rerun should export each error image, 

true label, predicted label, and both class probabilities. For 

visual interpretability, Grad-CAM should be applied to the 

EfficientNetB0 convolutional features and SHAP can be 

applied to the tree-based classifier or extracted feature 

representation. The present archive contains feature-

importance analysis but not the saved model and per-image 

feature tensors required to generate valid patient-level 

heatmaps. 

 

Table 7 presents a comprehensive comparison between the 

proposed EfficientNetB0–Extra Trees framework and 

several recently reported state-of-the-art methods for Down 

syndrome and related facial phenotype detection. The 

comparison includes a range of machine learning and deep 

learning approaches evaluated on different datasets and 

experimental settings. As shown in Table 7, the proposed 

model achieves highly competitive performance, attaining a 

test accuracy of 96.88% while maintaining a computationally 

efficient architecture that does not require end-to-end fine-

tuning of the deep neural network. The results demonstrate 

that the combination of EfficientNetB0-based feature 

extraction and ensemble-based classification is capable of 

matching or surpassing the performance of more 

computationally intensive deep learning models. In addition 

to its strong predictive accuracy, the proposed framework 

offers advantages in terms of training efficiency, reduced 

risk of overfitting, and ease of deployment. These findings 

highlight the effectiveness of hybrid deep learning and 

machine learning strategies for facial phenotype analysis and 

support the potential of the proposed approach as a practical 

and scalable solution for automated Down syndrome 

screening. Overall, the comparative analysis confirms that 

the proposed framework represents a competitive 

contribution to the growing body of AI-driven methods for 

genetic disorder detection from facial images. 

 

TABLE VII.  TABLE VII. COMPARATIVE PERFORMANCE WITH 

RECENT METHODS: DATASET SIZE, ACCESS STATUS, 
VALIDATION PROTOCOL, ACCURACY, AND AUC 

 

Method / 

Referenc

e 

Dataset 

size 

Public / 

Private 

Validatio

n 

protocol 

Accuracy AUC 

[21] 

Agbolade 

et al. 

(2023) 

NR Public/be

spoke 

Experime

ntal 

partition; 

exact 

protocol 

NR 

98.86% NR 

[22] Raza 

et al. 

(2024) 

3,009 Public k-fold 

cross-

validatio

n 

~99.00% NR 

[23] 

Sherif et 

al. (2024) 

1,146 

overall; 

92 DS 

curated 

Mixed 

public/G

MDB 

Held-out 

test; 

augmenta

tion 

90.00% NR 

[24] 

Shaikh et 

al. (2025) 

Study 

dataset 

reported 

Public Stratified 

5-fold 

CV 

99.10% NR 

Present 

study 

2,632 Public 

(Kaggle) 

Hold-out 

train/val/t

est; 

patient-

level 

separatio

n not 

independ

ently 

verifiable 

96.88% 99.41% 

 
The proposed model achieves strong performance on its 

held-out test set, but it should not be described as the highest-

performing method in the literature because recent studies 

use different datasets and validation protocols. For example, 

Raza et al. (2024) reported approximately 99% accuracy 

with k-fold validation, while Shaikh et al. (2025) reported 

99.10% accuracy with stratified five-fold cross-validation. 

These differences illustrate why cross-study numerical 

ranking should be interpreted cautiously. 

 

D. Discussion 

 

The experimental results demonstrate that the proposed 

EfficientNetB0–Extra Trees architecture provides strong 

performance on the supplied held-out test set while 

remaining computationally compact. The result is 

encouraging as a research-stage screening model, but several 

validation issues must be considered before stronger claims 



              

 

                            

 

are made. In particular, strict patient-level separation could 

not be confirmed from the available folder structure, 

demographic metadata were unavailable, and the archived 

experiment does not contain repeated random-seed runs 

needed to estimate run-to-run standard deviations. 

This study presented and evaluated an AI-driven framework 

for research-stage facial-image screening of Down 

syndrome. The proposed hybrid EfficientNetB0–Extra Trees 

model achieved 96.88% accuracy and 99.41% ROC-AUC on 

the held-out test set. These results demonstrate feasibility on 

the supplied dataset but do not establish clinical diagnostic 

validity. Facial-image screening should be considered an 

adjunctive research tool rather than a standalone diagnostic 

method, and prospective multi-site validation with diverse 

populations and strict patient-level separation is required 

before clinical deployment can be considered. 

 

V. CONCLUSION 

This study presented a hybrid EfficientNetB0–Extra Trees 

framework for research-stage facial-image screening of 

Down syndrome. The proposed model achieved 96.88% 

accuracy and 99.41% ROC-AUC on the available held-out 

test set, demonstrating promising performance while 

maintaining a relatively compact architecture. Future work 

will focus on validating the model using larger, 

demographically diverse, multi-center datasets, enforcing 

strict patient-level separation to prevent data leakage, and 

conducting controlled ablation studies comparing 

EfficientNetB0 with alternative backbones such as 

EfficientNetB1/B2, ResNet50, and MobileNetV2. Further 

studies should also evaluate alternative classifiers, assess 

model stability across multiple random seeds, and investigate 

inference efficiency and advanced explainability methods. 

These efforts are essential to establish the robustness and 

generalizability of the framework before potential clinical 

application. 
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